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Abstract

Variable Neighborhood Search (VNS) is a stochastic metaheuristic for discrete and con-
tinuous optimization problems, based on a systematic change of neighborhoods. In recent
years, many variations of this method have been proposed, being applied to many different
optimization problems. In this paper, we review the basic VNS scheme, as well as some of
its variations, including matheuristics and continuous VNS. In addition, we describe paral-
lelization strategies and parameter tuning.
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1 Introduction

Many problems that arise from industry and theoretical science deal with finding the best possi-
ble values for a given set of parameters to achieve some goal. We call these problems optimiza-
tion problems. Optimization problems can be seen as a generalization of decision problems,
involving additional evaluation of solution with some objective function [1]. In the case of mini-
mization, we try to find a solution that corresponds to the minimum value of its objective function,
or in case of maximization, maximal value is searched for.

We can define optimization problems as follows.

min
x∈S

f(x) (1)

where f : Rn → R is an objective function and S ⊆ Rn is a set of all feasible solutions. It is
easy to see that maximization problems can be very easily reduced to minimization problems
and vice versa, since

max
x∈S

f(x) = −min
x∈S

(−f(x)) (2)

If the point x∗ satisfies the equation

f(x∗) ≤ f(x), ∀x ∈ S (3)

we call that point the global minimum (or more generally global optimum). On the other
hand, if there exists some neighborhood N (x̄, ρ) of x̄ such that

f(x̄) ≤ f(x), ∀x ∈ N ∩ S (4)

then we call the point x̄ a local minimum (or local optimum) in the neighborhood N. A graphic
representation of global and localm minimum can be seen in Fig. 1.

Figure 1: The difference between local and global minimum

We can generally distinguish between three types of optimization problems: discrete, con-
tinuous and mixed [2]. In problems of discrete optimization, all of the variables have discrete
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values, opposed to continuous optimization where all of the variables must take values from
some continuous set, such as the set of all real numbers. In the mixed optimization problems,
some of the variables are discrete, while others are continuous. In some literature, mixed opti-
mization problems are classified as discrete.

Examples of discrete optimization problems include many well-known problems such as
traveling salesman problem [3], vehicle routing problem [4], set cover problem [5], scheduling
problem [6], minimum Steiner tree [7], and many others. Examples of continuous optimization
include maximization of the general yield of differential amplifiers, optimization of the mechanical
system of shock-absorber, estimation of the parameters of non-linear regression of an immuno-
logical model and others [8]. What all of these problems have in common is that they are very
difficult to solve. Most of the discrete optimization problems are at least NP-hard, while finding
the global optimum for continuous problems is proven to have exponential complexity in general
case [9]. It is worth mentioning that in special cases of global optimization, such as convex op-
timization problems, there are very efficient methods for solving these problems to a specified
accuracy in polynomial time, for example, Interior point methods [10].

In the most general sense, there are three types of algorithms that we can use on optimiza-
tion problems. The first type is exact algorithms which, given enough time and memory, can
find the globally optimal solution and prove that it is optimal. Examples of such algorithms are
cutting-planes [11], branch-and-bound [12] and dynamic programming [13]. The second type
is the approximation algorithms, which can find a suboptimal solution in polynomial time, with
a guarantee that a distance between suboptimal and optimal solution is not greater than some
predetermined constant α. The third type of algorithms are heuristic (and metaheuristic) meth-
ods, which can find a suboptimal solution relatively fast, but without any guarantee about the
quality of solution or execution time.

We are going to present one metaheuristic approach to solving a given optimization prob-
lem. A metaheuristic is a high-level problem-independent algorithmic framework that provides
a set of guidelines or strategies to develop heuristic optimization algorithms that efficiently pro-
duce solutions of high quality [14][15]. There are many metaheuristics, which can be classified
according to several different criteria [16]. Examples of metaheuristics that are most commonly
researched include simulated annealing, tabu search, ant colony optimization, bee colony opti-
mization, particle swarm optimization, genetic algorithm and many others.

The metaheuristic that we are going to present here is called variable neighborhood search
- VNS. It is a mathematically founded, single solution stochastic method, that is based on the
improvement principle (it transforms a given solution in search of a better one). We will present
the main idea behind the algorithm, some of its variations, parallelization strategies and give
some ideas on how to configure the algorithm.

2 Variable Neighbourhood Search

Variable Neighborhood Search was first proposed by Mladenović and Hansen [17][18]. In its
basic form, VNS is a very simple, yet effective method, for approximately solving hard optimiza-
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tion problems. It uses the systematic change of neighborhoods to explore the search space of
the problem. It is based on three facts:

• A local optimum for one neighborhood structure is not necessarily a local optimum for
some other neighborhood structure.

• The global optimum is a local optimum for every neighborhood structure.

• For many problems, all or most of the local optima are close to each other [19].

The first fact justifies the introduction of several neighborhoods. The second fact says that
if a solution is not a local optimum for some neighborhood, it can not possibly be the global
optimum, which also justifies the introduction of several neighborhoods. It does not guarantee
that a solution which is a local optimum in every neighborhood used in algorithm necessarily
has to be the global optimum [2]. The third fact is not theoretical but empirical. It justifies the
extensive exploration of the closest neighborhood of the local optimum because there is a high
probability that we can find an even better solution in that neighborhood. In case this third fact
is not true for a specific problem, we can use some VNS variations that do not rely too much on
this fact.

From the use of several different neighborhoods, a few questions can arise [20]:

• Selection of neighborhood structures - it depends on the metrics that can be used for a
given problem.

• Ordering neighborhoods - it should correspond to an increasing distance between a cur-
rent solution x and solutions xk that belong to Nk(x), k = 1, · · · , kmax.

• Neighborhood sizes - depending on constraints, we should determine and examine only
those neighbors that can potentially improve the current solution.

• Search strategies - either first improvement or best improvement, both of which will be
described in section 2.2.

• Descent and descent-ascent - if the better solution is not found, we need to make a deci-
sion whether to accept an ascend move, where neighborhood and/or solution are changed.

• Search directions - specifies the order in which the neighborhoods will be searched. In
the forward VNS k takes the values k = 1, · · · , kmax, while in the backward VNS it’s in
reverse: k = kmax, · · · , 1.

• Intensification and diversification - in local search method we want to intensify the search
in some promising areas (intensification) and find some previously unexplored regions
(diversification).

Pseudocode for the VNS algorithm is given in algorithm 1. As we can see from the pseu-
docode, VNS metaheuristic is composed of three main parts:

1. Shaking
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2. Local Search

3. Move or Not

Algorithm 1 Variable Neighborhood Search
1: procedure VNS(Kmax, stopping criterion)
2: xbest ← initialSolution()
3: while stopping criterion is not met do
4: k ← 1

5: while k ≤ Kmax do
6: x′ ← shake(xbest)
7: x′′ ← localSearch(x′)
8: x← moveOrNot(x, x′′, k)
9: end while

10: end while
11: end procedure

In Figure 2 we can see an intuitive representation of the algorithm. In this figure, we start
from the initial solution that is automatically declared the current best solution xmin. We do the
shaking in the neighborhood N1(xmin), which basically means that we choose a random solution
x′ on the circle labeled as N1. We then improve that solution with the local search procedure in
order to get x′′, but since we are unable to find a new best solution for which f(x′′) < f(xmin),
we continue the search in the next neighborhood. We can see that in N2 neighborhood we
also couldn’t find a new best solution but in the neighborhood N3 we find the solution that is
better than xmin so that newly found solution becomes the new xmin. The whole process is now
repeated for the new xmin.
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Figure 2: Graphic representation of the VNS algorithm.

2.1 Shaking

The big problem with local search is that it can easily get stuck in one of the local optima. In
order to prevent this, we use the Shaking procedure, which perturbs the solution in regards to
one or more neighborhoods. Consider the set of k neighborhood structures N1, N2, · · · , Nkmax .
Generally, we assume that these neighborhood structures are sorted by their size, so that
|Nk| ≤ |Nk+1|. The shaking procedure chooses one solution at random from the current neigh-
borhood Nk (Algorithm 2), which becomes the starting point of the local search algorithm.

Algorithm 2 Shaking
1: procedure Shake(x, k,N )
2: Choose x′ ∈ Nk(x) at random
3: return x′

4: end procedure

2.2 Local Search

Local search is a heuristics method that starts from the given solution and systematically ex-
plores neighborhood N(x) of that solution. Starting from the current solution x, in every iteration
of the algorithm, we choose a solution from the neighborhood N(x) which is better than the in-
cumbent solution (if there is such solution) and make that the new incumbent solution. The
algorithm continues until it finds the local optimum for the N(x) neighborhood structure. It can
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utilize different strategies, the most common ones being First improvement and Best improve-
ment. In the First improvement approach, the new incumbent solution is set as soon as the better
solution is detected in the neighborhood N(x) (Algorithm 3), while in the Best improvement ap-
proach the new incumbent solution is the best of all improving solutions in the neighborhood
N(x) (Algorithm 4).

Algorithm 3 Local search (first improvement)
1: procedure LS_FI(x,N )
2: repeat
3: Let N(x) = {x1, x2, ..., xp}
4: i← 0

5: x′ ← x

6: repeat
7: i← i+ 1

8: if f(xi) < f(x) then
9: x← xi

10: break
11: end if
12: until i = p

13: until f(x′) ≤ f(x)

14: return x′

15: end procedure

Algorithm 4 Local search (best improvement)
1: procedure LS_FI(x,N )
2: repeat
3: x′ ← x

4: x← argminy∈N(x′)f(y)

5: until f(x′) ≤ f(x)

6:

7: return x′

8: end procedure

2.3 Move or Not

In the Move or not procedure the algorithm decides if the newly found solution should be ac-
cepted as the new best solution and whether to change to another neighborhood structure.
There are a few different variations of this method:

• Sequential neighborhood change step - the most common procedure, which accepts new
solution x′ if the value of the objective function of x′ is better than the value of the objective
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function of the incumbent solution x. In that case, the search is continued from the first
neighborhood structure, otherwise, the next neighborhood is explored (Algorithm 5).

• Plateau neighborhood change step - it allows the new solution with the same value of the
objective function to be accepted (Algorithm 6). It can be combined with other neighbor-
hood change steps.

• Cyclic neighborhood change step - similar to the Sequential neighborhood change step
with a difference that search is always continued from the next neighborhood k+1 (Algo-
rithm 7). This is in direct contradiction with the third fact described in section 2 which says
that local optima are close to each other, but since this fact is not theoretical but empirical,
this variation works better for problems in which this observation is not true.

• Pipe neighborhood change step - similar to the Sequential neighborhood change step but
in case that better solution is found in neighborhood k, the search is continued from the
same neighborhood k (Algorithm 8).

• The skewed neighborhood change step - in this case, it is not required that the newfound
solution has an exclusively better value of the objective function than the current solution.
This procedure allows for the worse solution to be accepted, but only if the new solution
is distant from the current solution (Algorithm 9). It can be combined with some of the
previously explained neighborhood change steps.

Algorithm 5 Sequential neighborhood change step
1: procedure Neighborhood change sequential(x, x′, k)
2: if f(x′) < f(x) then
3: x← x′

4: k ← 1

5: else
6: k ← k + 1

7: end if
8: end procedure

Algorithm 6 Plateau neighborhood change step
1: procedure Neighborhood change plateau(x, x′, k)
2: if f(x′) ≤ f(x) then
3: x← x′

4: k ← 1

5: else
6: k ← k + 1

7: end if
8: end procedure
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Algorithm 7 Cyclic neighborhood change step
1: procedure Neighborhood change cyclic(x, x′, k)
2: k ← k + 1

3: if f(x′) < f(x) then
4: x← x′

5: end if
6: end procedure

Algorithm 8 Pipe neighborhood change step
1: procedure Neighborhood change pipe(x, x′, k)
2: if f(x′) < f(x) then
3: x← x′

4: else
5: k ← k + 1

6: end if
7: end procedure

Algorithm 9 Skewed neighborhood change step
1: procedure Skewed neighborhood change(x, x′, k, α)
2: if f(x′)− f(x) < αd(x′, x) then
3: x← x′

4: k ← 1

5: else
6: k ← k + 1

7: end if
8: end procedure
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3 Variations

There are many variations of the VNS algorithm, which can differ in some (or all) basic steps.
This difference can be in the way that local search is performed, how we define neighborhoods
for shaking or how we choose the next incumbent solution. In this section, we are going to
present some of the most common variations.

3.1 Variable neighborhood descent

Variable neighborhood descent (VND) is a group of procedures that use a deterministic change
of the neighborhoods during the search. It is based upon an observation that a solution that is
the local optimum for several neighborhoods has a higher probability of being the global optimum
than a solution that is the local optimum with respect to only one neighborhood. Same as local
search, it can use the first improvement and the best improvement approach. There are few
variations of this procedure:

• Sequential VND

– Basic VND (B-VND) - in its most basic form, the procedure sequentially explores
neighborhoods N = {N1, N2, ..., Nkmax}, starting from an initial solution x. When a
better solution x′ is found, it becomes the new incumbent solution and the procedure
starts over from N1 neighborhood. The procedure ends when all kmax neighborhoods
are explored, without finding a better solution (Algorithm 10).

– Pipe VND (P-VND) - it uses the Pipe neighborhood change step described in section
2.3.

– Cyclic VND (C-VND) - it uses the Cyclic neighborhood change step described in sec-
tion 2.3.

– Union VND (U-VND) - all of the kmax neighborhoods are united into one neighborhood
N , which is then explored in every iteration. If this union does contain a better solution
x′ than incumbent x, x′ is taken as the new incumbent, otherwise, the procedure
ends.

• Nested VND - lets assume that N = {N1, N2, ..., Nkmax} is a set of operators that defines
neighborhood structures Nk(x), 1 ≤ k ≤ kmax. Nested VND explores a neighborhood
defined by the composition of these operators N∗ = N1 ◦N2 ◦ · · · ◦Nkmax . In other words,
local search is performed with respect to the first neighborhood N1 in every point of the
second neighborhood N2, which is generated with the points from N3 and so on, until
Nkmax (Algorithm 11).

• Mixed procedures - it is a mixture of sequential and nested VND. It uses a set of operators
N ′ = {N1, ...Nb} to define a nested neighborhood, but each time it explores a solution from
this neighborhood, a sequential VND is started to further explore neighborhoods of that
solution, using operators N ′′ = {Nb+1, ..., Nkmax} (Algorithm 12).
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Algorithm 10 Variable Neighborhood Descent
1: procedure VND(x, kmax)
2: repeat
3: k ← 1

4: repeat
5: x′ ← argminy∈N ′

k(x)
f(x) ◃ Find best solution in N ′

k

6: NeighborhoodChange(x, x′, k)
7: until k = kmax

8: until No improvement of x has been found
9: end procedure

Algorithm 11 Nested Variable Neighborhood Descent
1: procedure Nest-VND(x, kmax)
2: xopt ← x

3: fopt ← f(x) ◃ f(x) is a objective function
4: k ← kmax

5: repeat
6: if ∀xk ∈ Nk(x) is visited then
7: k ← k + 1

8: end if
9: if ∃xk ∈ Nk(x) that is not visited ∧k ≥ 2 then

10: xcur ← xk

11: k ← k − 1

12: end if
13: if k = 1 then
14: fcur = f(xcur)

15: if fcur < fopt then
16: xopt ← xcur

17: fopt ← fcur

18: end if
19: end if
20: until k = kmax + 1 ◃ No more points in the last neighborhood
21: end procedure
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Algorithm 12 Mixed Variable Neighborhood Descent
1: procedure Mixed_VND(x, b, kmax, N

′, N ′′)
2: N∗ = N1 ◦N2 ◦ ... ◦Nb

3: x′ ← x

4: repeat
5: stop← true

6: x′ ← x

7: for ∀y ∈ N∗(x) do
8: x′′ ← B − V ND(y, kmax − b,N ′′)

9: if f(x′′) < f(x′) then
10: stop← false

11: x′ ← x′′

12: end if
13: end for
14: until stop = true

15:

16: return x′

17: end procedure

3.2 Reduced VNS

Reduced VNS is a variation of VNS which consists of shaking procedure and neighborhood
change step, while local search step is omitted (Algorithm 13). Use of this method can be seen
in the article [21].

Algorithm 13 Reduced Variable Neighborhood Search
1: procedure Reduced_VNS(x, kmax, N )
2: repeat
3: k ← 1

4: while k < kmax do
5: x′ ← Shake(x, k,N)

6: Neighborhoodchange(x, x
′, k)

7: end while
8: until Stoppingcriterionismet

9:

10: return x

11: end procedure

3.3 General VNS

General VNS is similar to basic VNS, with a difference that GVNS uses some form of VND as
an improvement step of the procedure (Algorithm 14). However, neighborhoods used in the
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shaking step and VND do not have to be the same, as can be seen in the paper [22], where
shaking procedure uses only a subset of the neighborhood set that VND uses. GVNS is a very
common variation and some examples of its use can be found in [22][23][24][25][26] and many
other papers.

Algorithm 14 General Variable Neighborhood Search
1: procedure GVNS(x, kmax, lmax, N

′, N ′′)
2: repeat
3: k ← 1

4: while k < kmax do
5: x′ ← Shake(x, k,N ′)

6: x′′ ← V ND(x′, lmax, N
′′)

7: Neighborhoodchange(x, x
′′, k)

8: end while
9: until Stoppingcriterionismet

10:

11: return x

12: end procedure

3.4 Skewed VNS

As the name suggests, Skewed VNS uses the skewed neighborhood change step, described
in subsection 2.3, in order to prevent the procedure to get stuck in a local optimum. This ap-
proach takes into account the distance between solutions and sometimes accepts a little bit
worse solution if it is relatively far from the incumbent solution. Some of the examples include
[27][28][29][30].

Generally, we make a move between solution x to a solution x′′ if the following condition is
met:

f(x′′)

f(x)
< 1 + α× d(f(x), f(x′′))

where d(x, y) represents the distance between solutions x and y, and α is a predefined
parameter. It’s important to choose the value of α carefully, since if α is too big, the algorithm is
going to accept the new solution to often, while if α is too small, the algorithm is going to behave
in the same way as BVNS.

A variation of this approach is that a worse solution is accepted only temporarily. In that case,
the procedure will not reset parameter k to 1, but will continue the search. If a better solution is
not found while k ≤ kmax, the incumbent solution is reverted to the best-known solution.

3.5 Nested VNS

Nested VNS [31][32] is a variation of VNS procedure with a difference that if a better solution is
not found after shaking and improvement step, a second (nested) VNS is started with this worse
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solution as its initial solution (Algorithm 15). Since this nested VNS is going to run very often, it
is important to limit its execution with either CPU time limit or the number of iterations. The set
of neighborhoods explored in the outer VNS and nested VNS doesn’t have to be the same. An
example of this approach can be found in the paper [33].

Algorithm 15 Nested Variable Neighborhood Search
1: procedure Nested_VNS(kmax, tmax, N

′, N ′′)
2: x← InitialSolution

3: k ← 1

4: repeat
5: x′ ← SHAKE1(x, k) ◃ x′ ∈ N ′

k(x)

6: x′′ ← IMPROV E(x′)

7: if f(x′′) < f(x) then
8: x← x′′

9: k ← 1

10: else ◃ Nested VNS
11: t← 1

12: repeat
13: y′ ← SHAKE2(x

′′, t) ◃ y′ ∈ N ′′
t (x

′′)

14: y′′ ← IMPROV E(y′)

15: if f(y′′) < f(x′′) then
16: x′′ ← y′′

17: t← 1

18: else
19: t← t+ 1

20: if t > tmax then
21: t← 1

22: end if
23: end if
24: until stopping_criterion2 is not met
25: if f(x′′) < f(x) then
26: x← x′′

27: k ← 1

28: else
29: k ← k + 1

30: if k > kmax then
31: k ← 1

32: end if
33: end if
34: end if
35: until stopping_criterion1 is not met
36:

37: return x

38: end procedure
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3.6 Variable neighborhood decomposition search

The idea behind Variable neighborhood decomposition search (VNDS) [34] is to reduce the main
problem into smaller subproblems, which are than explored in the improvement step. More pre-
cisely, for a given solution x, all but k variables are fixed during the improvement step. During
the shaking step, we create a solution x′ that is on a distance k from solution x. Then, we create
a decomposed solution y, which contains only k variables that differ from x. That decomposed
solution is further improved during the improvement step, which gives us an improved decom-
posed solution y′. Finally, we combine solution y′ with the partial solution x′ \ y, and use that
combined solution in the neighborhood change step (Algorithm 16). Some of the interesting
papers that use this algorithm are [35, 36, 37, 38, 39, 40].

Algorithm 16 Variable neighborhood decomposition search
1: procedure VNDS(x, kmax, N )
2: repeat
3: k ← 1

4: repeat
5: x′ ← Shake(x, k,N)

6: y ← x′ \ x
7: y′ ← Improve(y)

8: x′′ ← (x′ \ y) ∪ y′

9: NeighborhoodChange(x, x′′, k)

10: until k = kmax

11: until Stoppingcriterionismet

12:

13: return x

14: end procedure

4 VNS Based Matheuristics

....

.

.

.

Note

.

This section was completely taken from my other paper. At the point of writing this, this
paper has not yet been published, so if you plan on citing some of its parts, please send
me an email so that I can send you the proper reference.

Matheuristics are heuristic algorithms made by the interoperation of metaheuristics and
mathematic programming technique [41]. They are also called model-based metaheuristics,
since they use a mathematical model of a problem inside metaheuristic algorithm. In this sec-
tion, we will describe three matheuristics based on variable neighborhood search.
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4.1 MIP Notation and definitions

Matheuristics usually operate exclusively on binary variables as they can take only two possible
values, zero and one. On the other hand, it is straightforward to reformulate a model containing
integer variables into a model with binary variables having an additional index.

In order to introduce neighborhood structures in the space of binary variables, we need to
define the distance between two solutions x = (x1, . . . , xn) and x′ = (x′1, . . . , x

′
n). Hamming

distance is obviously the natural choice.

δ(x, x′) =
∑
i

| xi − x′i |, (5)

where i refers to the subset of binary variables.
If the original MIP is denoted by P , let LP (P ) represent its linear relaxation (obtained when in

P the integer requirements on variables are released. The solution of LP (P ) is usually denoted
by y. The distance (5) could be generalized to δ(x, y), where | xi − yi | can take any value from
the interval [0, 1].

(P |C) is used to mark the subproblem of P obtained by adding the set of constraints C, while
P (k, x) = (P | δ(x, x′) ≤ k), for k = 1, 2, . . . denotes the solution subspace of P containing all
the solutions whose distance from a given solution x is at most k, i.e., all the solutions that have
at most k different values for binary variables. P (k, x) could be used to define neighborhoods:

Nk(x) = {x′ ∈ X | δ(x, x′) ≤ k}. (6)

More precisely, neighborhoodNk(x) contains all the solutions differing from x in the values of at
most k binary variables. It is easy to see that Nk(x) ⊂ Nk+1(x), and therefore, if neighborhood
Nk+1(x) is completely explored, it is not necessary to search in neighborhood Nk(x).

An alternative way to define neighborhoods is using variable states. Each binary variable can
be in one of the two possible states: fixed and relaxed. The fixed state means that the exact MIP
solver is not allowed to change its value during the optimization process. On the other hand,
we want the optimizer to find the best value of the variables in relaxed state. Neighborhood
structures are then defined with respect to the indices and number of relaxed variables.

Local search in the space of binary variables is realized by invoking exact solver on a sub-
problem (P |C) obtained by adding the set of neighborhood defining constraints C to the original
problem P . The exact solver is allowed to run for a given time limit to avoid long executions in
the cases when the defined neighborhoods are too large. The decision about the next step
is then made based on the return status of the exact solver and is specific for each particular
matheuristic.

All metheuristic methods described in this section apply VNS rules for creating initial solu-
tions and subproblems and CPLEX exact solver as a Local Search procedure to improve the
current best solution.

4.2 Variable Neighborhood Branching

Variable neighborhood branching (VNB) [42] is a GVNS inspired matheuristic developed for
solving 0-1 MIP problems. The input parameters for VNB are 0-1 MIP problem P , VNS param-
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eters kmin, kstep, kmax, maximum allowed CPU time Tmax, and the time for subproblems tlim.
The pseudo-code of VNB is illustrated by Algorithm 17.

Algorithm 17 Pseudo-code for VNB
procedure VNB(P, Tmax, tlim, kmin, kmax, kstep)

IntSolLim← 1;TL← Tmax

status←MIPSolve(P, TL, IntSolLim, x)

if (status = no_feasible) then
Print("The problem cannot be solved within the given time limit.")
Exit

else
xbest ← x; fbest ← f(x);x′ ← x; f ′ ← f(x)

end if
t← 0

while (t < Tmax) do ◃ Main VNB loop
cont← True; k ← 1; k1 ← kmin; IntSolLim←MaxSol

while (cont ∧ t < Tmax) do ◃ VND
TL← min{tlim, Tmax − t}
AddConstraint(d(x′, x) ≤ k)

status←MIPSolve(P |C, TL, IntSolLim, x′′)

RemoveConstraint(d(x′, x) ≤ k)

switch (status) do
case no_feasible :

cont← False

case opt_sol :
AddConstraint(d(x′, x) ≥ k + 1)

x′ ← x′′; f ′ ← f(x′′); k ← 1

case feasible_sol :
AddConstraint(d(x′, x) ≥ 1)

x′ ← x′′; f ′ ← f(x′′); k ← 1

case infeasible :

k ← k + 1

end switch
t← GetUserT ime()

end while
if (f ′ < fbest) then ◃ // Move or Not

xbest ← x′; fbest ← f(x′); k1 ← 1

else
k1 ← k1 + kstep; if (k1 > kmax) then k1 ← kmin

end if
cont← True; k1 ← kmin; IntSolLim← 1

while (cont ∧ t < Tmax) do ◃ // Shaking
TL← Tmax − t

AddConstraint(k1 ≤ d(xbest, x) ≤ k1 + kstep)

status←MIPSolve(P |C, TL, IntSolLim, x′)

if (status = infeasible ∨ status = no_feasible) then
k1 = k1 + kstep

else
cont← False

end if
RemoveConstraint(k1 ≤ d(xbest, x) ≤ k1 + kstep)

t← GetUserT ime()

end while
end while
return (xbest, fbest)

end procedure
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To generate subproblems, VNB adds constraints to the original problem P and generates
subproblems explored in both Local Search (VND) and Shaking phase. The initial solution is
obtained as the first feasible solution found by CPLEX. It becomes also the current best solution.
Neighborhoods are defined using Hamming distance (5) and adding constraints used in (6) to
the original model. The value for k is updated properly with respect to the CPLEX return status.
Actually, VNB uses two indices to count neighborhoods, k and k1. Index k counts neighborhoods
in VND, while in Shaking k1 is used.

The diversification in VNB (Shaking) is performed by invoking CPLEX to find the first feasible
solution within the disk defined by radii k1 and k1 + kstep. If it is necessary, the disk size is
increased until a feasible solution is found. VND is realized by executing CPLEX on the defined
subproblems until the pre-specified time limit tlim is reached. Subproblems are controlled by
changing the value for the current neighborhood index k. At the beginning of VND, k = 1 is set.
If CPLEX proves that no feasible solution exists in the current neighborhood k, the value for k
is increased by 1. In the case when in Nk(x) CPLEX finds an optimal solution or better feasible
solution, an improvement is recorded and k is set to 1 again. Finally, if no feasible solution is
found within a tlim time limit, VND procedure is terminated and the control is given to VNB. Move
or Not step is realized in the standard way.

4.3 Variable Neighborhood Decomposition Search for 0-1 MIPs

VNDS for 0-1 MIPs appeared in [43]. It applies VNDS scheme on the set of binary variables to
decompose the original problem. At each step, the original problem P is decomposed into two
parts: in the first part, the variable values are fixed and this part should remain unchanged; the
second part consists of relaxed variables whose values are to be determined by the exact MIP
solver within the given time limit. The pseudo-code of the VNDS-MIP procedure is provided in
Algorithm 18.

The first step of VNDS-MIP is to find an integer feasible solution x of the considered optimiza-
tion problem P and an optimal solution y of LP (P ). The current best solution xbest is initialized
by x. Using generalized definition for the distance δ(x, y), binary variables are sorted in a non-
decreasing order with respect to | xi − yi |. More precisely, if p =| B | and δj =| xj − yj |, j ∈ B,
then xj , j = 1, 2, . . . , p are ordered such that δ1 ≤ δ2 ≤ . . . ≤ δp. Subproblems in VNDS-MIP
are generated by using states of binary variables, i.e., by fixing values for a subset of ordered
binary variables to their values in the current best solution xbest. The variables to be fixed are
the ones with values closest to their linear relaxation counterparts (see Fig. 3). The remaining
variables are considered relaxed, and their number defines the size of the subproblem (neigh-
borhood) to be solved by CPLEX within the given CPU time limit. In Fig. 3, variables on the left
side (including shaded part) are fixed, while the remaining variables (towards the right side of
the figure) are relaxed.

After the binary variables are sorted, q =| {j ∈ B, s.t.δj = 0} | is determined and it is used
to calculate values for kmin, kmax, and kstep as it is shown in Algorithm 18. Then the appro-
priate subsets of variables are fixed/released and time limited CPLEX is invoked to solve the
obtained subproblem. If a new best solution is obtained, an attempt of further improvement
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Algorithm 18 Pseudo-code for VNDS-MIP
procedure VNDS-MIP(P, Tmax, tlim)

IntSolLim← 1;TL← Tmax

lpstat← LPSolve(P, TL, y)

status←MIPSolve(P, TL, IntSolLim, x)

if (status = no_feasible) then
Print("The problem cannot be solved within the given time limit.")
Exit

else
xbest ← x; fbest ← f(x);x′ ← x; f ′ ← f(x); p←| B |

end if
t← 0; execute← True

while (execute ∧ t < Tmax) do ◃ Main VNDS-MIP loop
Calculate(δ);x← Sort(xbest, y); q ←| {j ∈ B, s.t. δj = 0} |
kmax ← p− q; kmin ← kmax/10; kstep ← kmin; k ← kmin

cont← True; IntSolLim←MaxSol

while (cont ∧ t < Tmax) do
TL← min{tlim, Tmax − t}; improved← True ◃ Local Search
FixAndRelease(P, k)

AddConstraint(f(x), L, fbest)

status←MIPSolve(P |C, TL, IntSolLim, x′′)

ReleaseAll(P |C)

if (status = no_feasible ∨ status = infeasible) then
improved← False

end if
if (improved) then ◃ Move or Not

V ND(P, Tmax, tlim, k, x′′, x′, f ′)

xbest ← x′; fbest ← f(x′); k ← kmin; cont← False

else
if (k + kstep > kmax) then kstep ← max{[k/2], 1}
if (k ≤ p) then

k ← k + kstep

else
execute← False

end if
end if
t← GetUserT ime()

end while
end while
return (xbest, fbest)

end procedure

20



Figure 3: Illustration of subproblem generation in VNDS-MIP (Figure is provided by Dr. Jasmina
Lazić)

is made by applying VND (the same one used in VNB) to the xbest, otherwise, the subprob-
lem is increased by properly changing neighborhood size for searching. In the case when the
subproblem involves all variables with positive distance from the linear relaxation counterparts
(k + kstep > kmax), the search is extended (half by half) to the remaining binary variables. If all
binary variables were already relaxed during the search (which actually means that the whole
problem was considered as a subproblem and treated by CPLEX), the execution of VNDS-MIP
ends (flag execute is set to False). This means that either CPLEX was able to solve the original
problem P (optimal solution has been found) or the maximum time limit was reached and the
best feasible solution should be reported to user. As VNDS-MIP is able to prove the optimality,
given enough time and memory, we can consider it as an exact solution method. therefore, it is
legitimate to compare its performance with CPLEX on the original problem P within the same
maximum time limit.

4.4 Variable Intensity Neighborhood Search for 0-1 MIPs

VINS [44] is inspired by the VNDS-MIP matheuristic and Variable Intensity Local Search (VILS),
a hybrid heuristic developed for multi-resource generalized assignment problem [45]. It gener-
alizes the idea of fixing and relaxing subsets of binary variables in such a way that, contrary to
VNDS-MIP which uses a single pattern, VINS exploits different patterns as it is the case in VILS.
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As in VNDS-MIP, VINS solves the linear relaxation of the MIP first, and than finds the first
feasible solution. The corresponding solutions are marked by y and x, respectively. Having
these two sets of variable values, the distances between x and y based on the generalized form
of Eq. (5) are calculated and the variables are sorted in the non-decreasing order according to
these distance values. In VNDS-MIP, variables having similar values in x and y were considered
to offer less space for improvement, however, this may not be true. Therefore, 10 different
patterns (referred to as neighborhoods) for generating subproblems are defined in VINS.

The following ten types of neighborhoods (defined in the space of variable states) are used:

• N1: α% of the worst variables are released;

• N2: variable set is divided into 10 bins and α/10% worst variables are released in each
bin;

• N3: starting at random position α% variables are released;

• N4: at 10 random positions, α/10% variables are released;

• N5: α% of the best variables are released;

• N6: in 10 equal bins α/10% best variables are released;

• N7: α/2% of best and α/2% of worst variables are released;

• N8: in 10 equal bins the same pattern as in N7 is applied;

• N9: random α% variables are released;

• N10: in 10 equal bins, random α/10% variables are released.

Terms "the best" and "the worst" are used here to mark variables with the lowest and the
biggest distance between the values in current best solution and in the linear relaxation solution,
respectively. The value of parameter α defines the neighborhood size, i.e., the percentage of
variables that will be released and given to time limited CPLEX solver for improving. In addition
to changing neighborhood types, VINS allows changes in the size of neighborhoods. As the
search advances, the size of neighborhoods increases, as well as the corresponding time to limit
CPLEX engagement in the resulting subproblems. Therefore, with respect to VNDS-MIP, VINS
has two new input parameters: an array of neighborhood sizes alphas and the corresponding
array of times for subproblems time_limits.

The neighborhoods are searched in round robin fashion, starting from N1 till N10, in each of
the available sizes. In the case an improvement is made, the current best solution is updated, the
corresponding constraint limiting the objective function value is added to the model, the variables
are re-sorted by the distance between values in current best solution and the linear relaxation
solution, and the search continues in the next neighborhood of the same size. The size never
decreases as it is the case in other two methods. When all neighborhoods are explored, the size
is increased and the search continues in N1. If there is enough time and all sizes are explored,
CPLEX is invoked to additionally improve the current best solution acting on the whole problem
P . The proposed procedure is illustrated by Algorithm 19.
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Algorithm 19 VINS
procedure VINS(P , Tmax, alphas, time_limits)

IntSolLim← 1;TL← Tmax

lpstat← LPSolve(P, TL, y)

status←MIPSolve(P, TL, IntSolLim, x)

if (status = no_feasible) then
Print("The problem cannot be solved within the given time limit.")
Exit

else
xbest ← x; fbest ← f(xbest)

end if
t← 0; cont← True

N ← N1

α← Alpha1

TL← TimeLimit1

IntSolLim←∞
x← Sort(xbest, y)

while (cont ∧ t < Tmax) do ◃ Main VINS loop
TL← min{tlim, Tmax − t}
FixAndRelease(N,α)

status←MIPSolve(P |C, TL, IntSolLim, x)

improvement← Improved(x)

if (improvement) then ◃ Checking for Improvement
xbest ← x; fbest ← f(x)

AddConstraint(f(x), L, fbest)
x← Sort(xbest, y)

end if
N ← NextNeighborhood ◃ Move Step
t← GetUserT ime()

if (N = null) then
N ← N1

α← NextAlpha

tlim ← NextT imeLimit

if (α = null) then ◃ Final improvement of the whole problem
TL← min{tlim, Tmax − t}
status←MIPSolve(P, TL, IntSolLim, x)

cont← False

end if
end if

end while
return (xbest, fbest)

end procedure
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5 Continuous VNS

Up to now, we talked about discrete optimization, which can be applied to various problems in
which variables that define a search space have discrete values. Such problems include Trav-
eling salesman problem - TSP, Vehicle routing problem - VRP, Scheduling problem, Minimum
spanning tree - MST and many others. On the other hand, continuous optimization deals with
problems in which values of the variables belong to some subset of Rn. Because of the fact
that the variables have values from a continuous interval (Fig. 4), we can use some calculus
techniques which are not applicable to discrete values.

Figure 4: An example of continuous function (Ackley test function over [−2, 2] × [−2, 2]). The
minimum of this function is in (0, 0)

The formulation for this problem can be written as such:

globalmin
x∈S

f(x) (7)

with a feasible set S defined by:

gi(x) ≤ 0, i = 1, 2, · · · ,m (8)

hi(x) = 0, i = 1, 2, · · · , r (9)

a ≤ x ≤ b (10)
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where x ∈ Rn, f : Rn → R, gi : Rn → R, hi : Rn → R are possibly nonlinear continuous
functions, and a, b ∈ Rn are the variable bounds [46].

5.1 Unconstrained optimization

In order to effectively apply VNS to global continuous optimization, we first need to redefine
our neighborhood structures to reflect the continuous nature of the problem. We can define
neighborhoods in one of the two ways:

Nk(x) = {y ∈ S|ρk(x, y) ≤ rk} (11)

or

Nk(x) = {y ∈ S|rk−1 ≤ ρk(x, y) ≤ rk} (12)

where rk is the radius (size) of the neighborhood structure Nk, which increases with k, while
ρk(x, y) is a metric based on ℓp distance.

ρk(x, y) =

{
(
∑n

i=1 |xi − yi|p)
1
p 1 ≤ p <∞

max1≤i≤n |xi − yi| p =∞
(13)

The other thing we have to consider is how we choose a random point from a neighborhood.
In order to do that, we generate a random direction d, using one of the distributions given below.
After that, we generate a random radius r ∈ [0, rk] (or r ∈ [rk−1, rk]). In the end, d is scaled to
r in metric defining the geometry of Nk(x) [46].

• Distribution D1 - The direction d is generated using the uniform distribution in ℓ∞ unit ball.

• Distribution D2 - The direction d is generated using the uniform distribution on ℓ1 unit
sphere.

• Distribution D3 - The direction d is generated using specially designed distribution on ℓ1

unit sphere as follows

– The coordinate d1 is taken uniformly on [−1, 1], dk is taken uniformly from [−Ak, Ak]

where Ak = 1−|d1|− · · ·−|dk−1|, k = 2, · · · , n−1 and dn takes An with random sign.

– Coordinates of d are permuted randomly.

• Distribution D4

– The direction d is generated using uniform distribution in ℓ∞ unit ball.

– With the current point x and box-constraint vectors a and b, all of the coordinates di

are scaled

∗ If di ≥ 0 the scaling factor is (bi−xi)
rkmax

.
∗ If di < 0 the scaling factor is (xi−ai)

rkmax
.

There are also many different methods for local search. We will give a few examples:
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• First-order methods

– Steepest descent

– FletcherReeves

– Variable metric

• Direct search methods

– NelderMead

– HookJeves

– Rosenbrock

Considering all of this, we can now construct a VNS-based algorithm called Glob-VNS for
unconstrained global optimization problems, as shown in Algorithm 20.

Algorithm 20 Glob-VNS algorithm for unconstrained optimization
1: procedure GLOB-VNS(x, kmax, tmax, N,D)
2: f∗ ← f(x)

3: t← 0

4: while t < tmax do
5: k ← 1

6: repeat
7: for all distribution types Dj ∈ D do
8: x′ ← Shake(x, k) ◃ Get x′ ∈ Nk(x) at random with Dj distribution
9: x′′ ← LocalSearch(x′)

10: if f(x′′) < f∗ then
11: x← x′′

12: f∗ ← f(x′′)

13: go to 5
14: end if
15: end for
16: k ← k + 1

17: until k = kmax

18: t← CpuTime()

19: end while
20: end procedure

5.2 Constrained optimization

To solve the constrained optimization problem described earlier, we will use the penalization
method. Penalization methods can be classified into two groups: exterior point penalty methods,
which impose a penalty for violating a constraint, and interior-point penalty methods, which
impose a penalty for reaching the boundary of an inequality constraint [46]. Since the problem
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we described earlier (7-10) has both equality and inequality constraints, exterior point penalty
method is better suited for the problem.

Algorithm 21 The exterior point CGVNS
1: procedure CGVNS(x, kmax, q, µ0, µmin, N,D)
2: x∗ ← x

3: f∗ ← Fµ,q(x)

4: f∗
F ←∞

5: µ← µ0

6: repeat
7: k ← 1

8: repeat
9: for all distribution types Dj ∈ D do

10: Generate random point y ∈ Nk(x
∗)

11: y′ ← localSearch(y)

12: if Pµ,q(y
′) ≤ ε ∧ f(y′) < f∗

F then
13: x∗F ← y′

14: f∗
F ← f(y′)

15: end if
16: if Fµ,q(y

′) < Fµ,q(x
∗) then

17: x∗ ← y′

18: go to 7
19: else
20: µ← max{µmin, αµ}
21: end if
22: end for
23: k ← k + 1

24: until k > kmax

25: until stopping criterion is met
26: if f∗

F =∞ then ◃ x∗F is not found
27: x∗F is acquired by a local minimizer applied to Fµ,q(x), with q = 1, µ = µmin, starting

from x∗

28: end if
29: return x∗F

30: end procedure

The unconstrained problem that we get from (7-10) with the introduction of penalty function
can be written as follows:

min
a≤x≤b

Fµ,q(x) = f(x) +
1

µ
Pq(x) (14)

where Pq(x) is a penalty function:
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Pq(x) =

m∑
i=1

(max{0, gi(x)})q +
r∑

i=1

|hi(x)|q (15)

where µ is a positive penalty parameter and penalty exponent q ≥ 1. An algorithm that
uses VNS to solve this problem is given in Algorithm 21. In this algorithm, parameter α is some
constant factor 0 ≤ α ≤ 1, while ε is a tolerance factor.

6 Parallelization strategies

Because metaheuristics are usually used to solve hard optimization problems and can take up a
lot of time, we naturally try to speed up that process by taking the advantage of parallel systems
such as clusters, GPU-s or just multicore CPU-s. This way, we can increase search speed, find
a better solution or solve larger problems. It comes as no surprise that many papers on the
topic of parallelization of VNS have already been published, such as [47, 48, 49, 50, 51].

There are three main aspects to consider when talking about parallelization of metaheuristics
[52]:

• Search Control Cardinality - describes how many processes control search. If one pro-
cess is in charge of others (like master-slave architecture) than we call that 1-control (1C),
otherwise, if several processes jointly control search, either by cooperating with each other
or not, we call that architecture p-control (pC).

• Communication - it describes how information is exchanged between processes. There
are four basic types of communication:

– Rigid Synchronization (RS) - strict synchronous communication

– Knowledge Synchronization (KS) - synchronous communication with modification of
the transferred data

– Collegial (C) - Asynchronous communication

– Knowledge Collegial (KC) - Asynchronous communication with learning from trans-
ferred data

• Search Differentiation - it describes whether the treads use the same or different starting
solution and whether they use the same search method. We can distinguish four different
cases:

– Same initial point, same search strategy (SPSS)

– Same initial point, different search strategies (SPDS)

– Multiple initial point, same search strategy (MPSS)

– Multiple initial point, different search strategies (MPDS)

We can classify different parallelization strategies based on the values which describe the
aforementioned aspects, as it is shown in column 3. of table 1.
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Considering that metaheuristics are stochastic methods, which means that for the same
input different executions of the same algorithm dont have to provide the same solution, we
have to redefine quality measures for parallel algorithms. Also, the parallelization of such an
algorithm can change its structure and properties.

We generally consider that a parallel version of a metaheuristic is better than sequential in
case it can generate a solution of the same quality in less time, or it can generate a solution of
better quality in the same time. We can express this with the following equation [53]:

Uq = S
f1
fq

(16)

where S represents the acceleration factor of parallelization, f1 is the value of the objective
function in the sequential algorithm and fq is the value of the objective function achieved by
parallel algorithm on q processors.

6.1 Parallel local search

Considering the fact that local search is usually the most time-consuming part of VNS, it makes
sense that we first explore some parallelization strategies for local search. We can distinguish
between two main approaches: single-walk and multiple-walk (Fig. 5). In a single-walk ap-
proach, we explore only a part of the search space in depth, unlike a multiple-walk approach,
where we explore multiple parts of the search space at the same time. Furthermore, we can
divide multiple-walk algorithms in those that interact with each other and those that run inde-
pendently.

Figure 5: Left: single-walk parallelism, Right: multiple-walk parallelism

6.1.1 Multiple-walk parallelism

Multiple-walk algorithms distribute search over several processors and then perform them at the
same time. The most common type of multiple-walk algorithms consists of multiple independent
walks, without any communication between them. It is possible to achieve linear speed-up with
multiple independent walks, if the probability to find an optimal solution in a given amount of time
is distributed exponentially [54]. It is important to note that in order to achieve good results with
this approach, search space should be divided into disjunctive parts. On the other hand, we can
use interactions between walks to direct the search into promising areas of the search space.
We can direct this search by exchanging information about occurrences of local optimums, as
well as information about good parts of the solution. Also, local optimums often have similar
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properties, which can be identified and used to reduce the size of the search space [55]. We
refer to this informations as hints. At each step, each process writes down hints into centralized
shared memory, along with probability p. When a process needs to make a decision, it reads
hint from memory with its probability. If the probability is zero, the algorithm behaves the same
as the algorithm with independent walks.

6.1.2 Single-walk parallelism

Single-walk methods use parallelism within a local search procedure by doing the most ex-
pensive functions in parallel. In other words, one or more consecutive steps of local search
are executed in parallel. One of the most resource-consuming parts of local search is neigh-
borhood evaluation, which is why we can divide a neighborhood into different partitions and
explore them independently in parallel. This strategy is known as neighborhood decomposition.
Some of the neighborhood decomposition strategies for scheduling problem are given in [56].
We can also differentiate between two different variants of single-walk parallelism: single step
and multiple-step. The idea behind a single-step approach is to evaluate all of the neighbors
in parallel and then make a single step, while in a multiple-step approach, the algorithm makes
several consecutive steps in the solution, as can be seen in figure 6.

Figure 6: Left: local search with single-step parallelism, Right: local search with multiple-step
parallelism

6.2 Parallel VNS strategies

In this subsection, we will briefly discuss some of the parallelization strategies for VNS. In figure
7 we can see some of the topology types at our disposal.
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Figure 7: Different types of network topologies [57]. Highlighted nodes have a special roles,
such as endpoints in (A) and (B), root in (C), or hub in (E)

6.2.1 Independent executions

The first parallelization strategy that logically comes to mind is to execute multiple independent
instances of VNS on different processors. In some papers, this algorithm is referred to as IVNS
(Independent VNS) [48], while in others it’s called RPVNS (Replicated parallel VNS) [58]. The
pseudocode of RPVNS is given in Algorithm 22;
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Algorithm 22 Replicated parallel VNS
1: procedure RPVNS
2: for each processor r do
3: Initialize Sr

4: kr ← 1

5: while k ≤ kmax do
6: S′

r ← shake(Sr, kr)

7: S′′
r ← local_search(S′

r)

8: if S′′
r is better than Sr then

9: Sr ← S′′
r



in parallel

10: kr ← 1

11: else
12: kr ← kr + 1

13: end if
14: end while
15: end for
16: S′′ ← S1

17: for r = 2; r ≤ number_of_processors; r ++ do
18: if Sr is better than S′′ then
19: S′′ ← Sr

20: end if
21: end for
22: end procedure

6.2.2 Parallel local search

In subsection 6.1 we already discussed different parallelization strategies for local search pro-
cedure. These strategies can be easily incorporated into VNS algorithm, thus speeding up the
whole algorithm. It is considered low-level parallelization since only the local search is executed
in parallel, while the rest of the algorithm is executed sequentially. For this strategy, the most
suitable topology would be the star topology, though in some cases of cooperative parallel local
search other topologies can be considered, such as a hybrid topology combined of both star
and ring topology.

6.2.3 Distributive VNS

Another strategy for VNS parallelization is to explore different neighborhoods (or different parts
of the same neighborhood) in parallel. In order to accomplish this, in each tread, we run a
shaking procedure and local search procedure, with different neighborhoods. The rest of the
algorithm is run sequentially, with the master process in control. Same as in the previous strate-
gies, this algorithm uses star topology.
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In case that the number of available processors does not match the number of neighbor-
hoods (which is reasonable to expect), we are left with two possibilities. Let us denote the num-
ber of available processors as q and number of neighborhoods as kmax. In case that q ≤ kmax,
only the q first neighborhoods are used for shaking at the same time. In case that q > kmax, we
can assign neighborhoods cyclically, in the sense that processor (k∗q+i) gets the neighborhood
Ni, 1 ≤ i ≤ q, 0 ≤ k ≤ (q mod kmax).

Pseudocode for a distributive VNS, as proposed in [48], can be seen in Algorithm 23.

Algorithm 23 Pseudocode for DVNS
1: procedure Master processor
2: x← generate_initial_solution()
3: xbest ← localsearch(x)

4: Send xbest and the corresponding neighborhood k to all slaves
5: while stopping condition is not met do
6: Receive x′′ from a slave
7: if x′′ is better than xbest then
8: xbest ← x′′

9: k ← 1

10: else
11: k ← k + 1

12: end if
13: end while
14: Send STOP message to all slaves
15: Collect time measuring data from all slaves and print output
16: end procedure
17:

18: procedure Slave processor
19: Receive xbest and k from master processor
20: while true do
21: x′ ← shake(xbest, k)

22: x′′ ← local_search(x′)
23: Send x′′ to the master
24: Receive a message from master
25: if received message is STOP then
26: break
27: else
28: Read xbest and k

29: end if
30: end while
31: Send measured time variables to the master
32: end procedure
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6.2.4 Cooperative VNS

The last strategy that we are going to examine consists of several VNS instances that run in
parallel, with an asynchronous exchange of some of the information between them. In order to
ensure communication between processors, central memory is used, and every VNS instance
communicates exclusively with this central memory or master.

Pseudocode for one of the versions of cooperative VNS called CNVNS ([59]) is given in
Algorithm 24, but there are other variations of it (CVNSall, CVNSallK, CVNSring)[48]. Some of
these variants use a star topology, while others use a ring topology.

Algorithm 24 Cooperative Neighbourhood VNS
1: procedure Master processor
2: parallel_RV NS(init_solution[p]) ◃ p = 1..number_of_processors
3: initialize(joint_best_sol)
4: for p = 1; p < number_of_processors; p++ do
5: send(init_solution[p] : p = 1..number_of_processors)
6: end for
7: while stopping criterion is not met do
8: get(improved_solution[p]);
9: if improved_solution[p] is better than joint_best_sol then

10: joint_best_sol = improved_solution[p]
11: init_solution[p] = joint_best_sol
12: send(init_solution[p] : p = 1..number_of_processors)
13: end if
14: end while
15: end procedure
16:

17: procedure Slave processor
18: get(best_solution_p)
19: k = 0

20: while k < kmax do
21: k = k + 1

22: x′ = shake(best_solution_p, k)
23: x′′ = local_search(x′)
24: if x′′ is better than best_solution_p then
25: best_solution_p = x′′

26: k = 0

27: end if
28: end while
29: return best_solution_p
30: end procedure
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6.3 Existing parallel algorithms

In table 1 we give examples of existing parallel versions od VNS algorithm and their classification
in accordance with three main aspects described at the beginning of Section 6. Some of these
algorithms have been previously explained, while for the others, we refer the interested reader
to the original papers. These are by no means the only existing parallel versions of VNS, there
are many more papers that deal with the same subject.

Table 1: Some of the existing parallelization strategies for VNS

Ref. Strategies Classification Details
[58] PLS in seq VNS 1C/RS/SPSS low level

IVNS pC/RS/MPSS independent execution
SH+LS in parallel 1C/KS/SPSS for same k synchronous

[59] IVNS pC/RS/MPSS independent execution
SH+LS in parallel pC/C/MPSS for same k asynchronous

[60] SH+LS in parallel 1C/KS/SPSS for same k synchronous
SH+LS in parallel pC/C/MPSS for random k asynchronous
SH+LS non-centralized ring pC/C/MPSS asynchronous
SH+LS non-centralized mesh pC/C/MPSS asynchronous

[61] SH+VND in parallel pC/C/MPSS fine grained cooperation
several iterations of SH+VND pC/KC/MPSS coarse grained cooperation

[62] SH+RVND in parallel 1C/KS/SPDS random neighborhood subset
[63] several VNS in parallel pC/KS/MPDS synchronous VNS multisearch
[64] SH+LS in parallel 1C/RS/SPDS different neighborhoods for LS
[48] PVNSPLS 1C/C/SPSS parallel LS in sequential VNS, low level

DVNS 1C/C/MPSS
in sequential VNS, SH+LS in parallel,
(different k, same LS)

CVNS pC/C/MPDS
SH+LS in parallel, non-centralized
(different k, different LS)

CVNSall pC/C/SPDS SH+LS in parallel, (different k, different LS)
CVNSallK pC/C/SPDS VNS iteration in parallel, centralized

7 Parameter Tuning

In order to ensure the best possible performance of any metaheuristic, we must carefully choose
its parameters. The process of choosing those parameters is usually referred to as tuning of an
algorithm. When it comes to VNS, the obvious parameters that we have to choose are a minimal
and maximal value of k. Neighborhood structures used in shaking and local search process can
also be seen as parameters, the same as the ordering of those neighborhood structures. For
some variants of VNS we have additional parameters, such as parameter α in skewed VNS. The
value of these parameters can greatly influence the performance of our algorithm, therefore, we
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will review some of the usual tactics for choosing the values of these parameters.

7.1 The Brute-Force Approach

Let us denote overall available time for the tuning process as T , where every experiment runs
for a time t. With these constraints, we can perform M =

⌊
T
t

⌋
experiments. Now, let us consider

a set of candidate configurations Θ and a set of instances I. Each of the candidates from Θ is
tested N =

⌊
M
|Θ|

⌋
times, which gives us performance estimates µ̂(Θ1), µ̂(Θ2), · · · , µ̂(Θ|Θ|). This

way, we can define a brute-force algorithm named Brutus. In this algorithm, we use a distribution
PI in order to randomly sample N instances, and then we test all given candidate configurations
on these selected instances. Using these results, we can estimate performance µ̂(Θi) for each
candidate Θi ∈ Θ, with respect to distribution PI . In the end, we select the candidate Θi with
the best value of µ̂(Θi). The pseudocode for this algorithm is given in Algorithm 25.

The downsides of the brute-force approach can be summed up as follows:

• The size of the training set has to be defined before any computations. Too few instances
can lead to unreliable estimates, while too many instances would result in lots of unnec-
essary computations.

• The number of runs for each configuration and each instance, necessary to overcome the
stochastic nature of metaheuristics is not well defined.

• Each configuration gets the same amount of resources, whether it’s a promising configu-
ration or not.

To overcome these downsides, we can use the racing approach.

Algorithm 25 Brutus algorithm
1: procedure Brutus(M,Θ)
2: N = floor(M/ |Θ|)
3: A = allocate_array(|Θ|) ◃ A stores performance estimates
4: for (k = 1; k ≤ N ; k ++) do
5: i = sample_instance() ◃ According to PI

6: for θ ∈ Θ do
7: s = run_experiment(θ, i)

8: c = evaluate_solution(s)
9: A[θ] = update_mean(A[θ], c, k)

10: end for
11: end for
12: θ̃ = arg argmin(A) ◃ Returns θ with minimal value of A[θ]
13: return θ̃

14: end procedure
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7.2 The Racing Approach

This family of algorithms was first proposed in [65], inspired by the Hoeffding race algorithm,
introduced in [66]. The idea behind them is to better assign available resources among candi-
date configurations. Racing algorithms evaluate candidate configurations and eliminate those
that are not promising enough, based on statistical analysis, which allows the algorithm to test
promising configuration on a larger number of instances. Pseudocode for generic racing al-
gorithm can be seen in Algorithm 26. The difference in the number of computations between
brute-force and racing approaches can be seen in Fig. 8.

Figure 8: The difference in the number of computations between brute-force and racing ap-
proaches. The surface of the dashed rectangle represents the number of computations needed
in the brute-force approach, while the colored area represents the number of computations for
the racing approach.

Different statistical tests can be utilized in racing algorithms, classified by three criteria:

• Parametric vs. nonparametric tests - parametric tests expect the data with some under-
lying distribution, while nonparametric tests do not rely on any distribution. Therefore,
nonparametric tests can be applied on a wider range of problems, while parametric tests
have the advantage of being more powerful, in the sense that they are more able to reject
the null hypothesis.

• Blocking vs. non-blocking design - in statistics, blocking refers to grouping experiments
that are similar to one another into clusters (groups). In the problem of metaheuristics
tuning, blocking design is usually adopted [67].

• Family-wise vs. pair-wise tests - in the family-wise approach we try to determine whether
all of the results, no matter to which candidate they correspond, are extracted from the
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Algorithm 26 Generic racing approach
1: procedure race(M,Θ, use_test)
2: experimentsSoFar ← 0

3: instancesSoFar ← 0

4: C ← allocate_array(max_instances, |Θ|)
5: S ← Θ ◃ Surviving instances
6: while experimentsSoFar + |S| ≤M ∧ instancesSoFar + 1 ≤ max_instances do
7: i = sample_instance() ◃ According to PI

8: instancesSoFar ← instancesSoFar + 1

9: for θ ∈ S do
10: s = run_experiment(θ, i)

11: experimentsSoFar ← experimentsSoFar + 1

12: C[instancesSoFar, θ]← evaluate_solution(s)
13: end for
14: S ← drop_candidates(S, C, use_test)
15: end while
16: θ̃ ← select_best_survivor(S, C)

17: return θ̃

18: end procedure

same distribution. Only if a family-wise test shows that candidates differ we can proceed to
perform post-tests, in which we compare candidates with one another, to determine which
one is better. On the other hand, with pair-wise tests, we compare a pair of candidates.

We will here present four different tests that can be used in the racing algorithm:

• tNo-Race - a statistical test used in this method is the classical paired t-test. This test is
parametric with a blocking design. Also, it does not perform correction of the p-value for
multiple comparisons.

• tBo-Race - it’s the same as tNo-Race with the difference that correction of p-values is
performed using a Bonferroni correction for multiplicity.

• tHo-Race - similar to tNo-Race but with proper multiplicity correction proposed by Holm
[68].

• F-Race - the statistical test used in this method is Friedman’s two-way analysis of variance
by ranks. This test is nonparametric, with blocking design, and it uses a family-wise ap-
proach. If this test shows any statistical significance in the data, it proceeds with post-hoc
tests, which can test configurations pairwise, in order to find a more promising configura-
tion. There are many ways of conducting post-hoc tests, some of which are explained in
[69].

With these tests defined, we can proceed to formulate a method for dropping candidates,
referred in Algorithm 26. The pseudocode for this method is given in Algorithm 27.
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Algorithm 27 Function for dropping candidates
1: procedure drop_candidates(S, C, use_test)
2: switch use_test do
3: case friedman_test
4: if is_significant(friedman_family_wise(S, C)) then
5: θ̃ ← select_best_survivor(S, C)

6: for θ ∈ S do
7: if is_significant(friedman_post_test(θ̃, θ, C)) then
8: S ← S \ {θ}
9: end if

10: end for
11: end if
12: case t_test
13: θ̃ ← select_best_survivor(S, C)

14: for θ ∈ S do
15: if is_significant(t_test(θ̃, θ, C)) then
16: S ← S \ {θ}
17: end if
18: end for
19: case t_test_bonferroni
20: θ̃ ← select_best_survivor(S, C)

21: for θ ∈ S do
22: if is_significant(t_test_bonferroni(θ̃, θ, C)) then
23: S ← S \ {θ}
24: end if
25: end for
26: case t_test_holm
27: θ̃ ← select_best_survivor(S, C)

28: for θ ∈ S do
29: if is_significant(t_test_holm(θ̃, θ, C)) then
30: S ← S \ {θ}
31: end if
32: end for
33: return S
34: end procedure
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8 Conclusion

In this paper, we presented several variations of the VNS algorithm, as well as a few different
parallelization strategies. The natural question that remains is which one of these methods is
better than the others and when it should be used. The answer to this question is simple: it
depends on lots of factors, such as a problem at hand, properties of instances, the hardware
we use. The same algorithm can perform poorly on a certain set of instances, while giving
satisfactory results on some other set of instances. On a set of small-sized instances, exact
solvers usually give us better results quicker, so this approach only makes sense when trying
to solve a problem on a set of large instances, which would be impractical for an exact solver.
In the end, the best approach would be to test several versions on a subset of instances, and
then deciding which one is the most promising one.
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